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Abstract

Lumagic EVI (Enhanced Video Imaging) is a production-oriented framework for dynamic conversion between
standard dynamic range / standard color gamut (SDR/SCG) and high dynamic range / wide color gamut
(HDR/WCG) video signals. It treats SDR/SCG and HDR/WCG not as isolated delivery formats, but as signal
domains that must often coexist inside the same production chain. For HDR-to-SDR downconversion, EVI analyzes
HDR/WCG material frame by frame and derives global and local guidance from histogram parameters, so the
source image can be mapped into an SDR target while preserving viewer-relevant contrast, color differentiation,
and temporal stability. For SDR-to-HDR upconversion, the same principle is used from the opposite direction:
when SDR archive material or SDR programme feeds are prepared for HDR timelines, trained Al models infer
global and local conversion guidance from the SDR input where fixed inverse tone curves or LUTs do not provide
enough image understanding. The framework combines algorithmic signal handling, viewer-preference-based tone
mapping, Color Volume Mapping, temporal control, and selectable AI assistance in one deployable system for
standalone, library, SDI, file-based, and OpenFX (OFX) plugin workflows.

1 Introduction

Modern video pipelines rarely remain inside a single sig-
nal domain. HDR masters may need SDR distribution
versions, SDR archive material may need to be lifted into
HDR timelines, and live or file-based productions often
move between Rec.709, Rec.2100 PQ, Rec.2100 HLG,
camera-log material, SDI chains, and finishing systems.
Lumagic EVI is designed for this mixed environment.
EVI stands for Enhanced Video Imaging, and the same
conversion core can be exposed as a standalone appli-
cation, a software library, a service-controlled SDI/file
workflow, or an OpenFX (OFX) plugin inside color-
grading and visual-effects tools.

The difficult part is not only the conversion of trans-
fer curves and color primaries. In HDR-to-SDR down-
conversion, the target display cannot represent the full
source luminance and color volume. The converter there-
fore has to decide which parts of the image should remain
visually dominant, which parts can be compressed, and
how local adaptation should behave over time. SDR-to-
HDR upconversion reverses the direction, but not the
ambiguity. The same SDR code value may describe a
face, a lamp, a graphic element, diffuse white paint, or a
sky that has already clipped. A fixed curve or LUT has
no way to understand that difference. Learned models
are useful in this direction because they can estimate
conversion behavior from image content rather than
only from code values.

Learning enters EVI gradually on the upconversion
side. Upconversion Stage 1 uses a small model to guide
the existing production renderer, while downconversion
remains a deterministic dynamic conversion path with-

out Al stages. Upconversion Stage 2 moves toward
direct HDR/WCG pixel prediction for cases where a pa-
rameterized mapping is too limited. Upconversion Stage
3 adds reconstruction for clipped, burned-out, crushed,
or noisy regions where the SDR signal no longer contains
enough usable information. In practice, this staged up-
conversion approach gives productions a way to choose
between speed, hardware demand, inspectability, and
the amount of responsibility assigned to the AT model.

This paper describes EVI as a production framework
rather than as a single filter. It brings together the
conversion rationale, the algorithmic downconversion
model, the Al-assisted upconversion stages, user-facing
controls, deployment architecture, and current qualita-
tive examples in one technical overview.

2 Conversion Challenges and

Background

2.1 Conversion as Appearance Mapping

Let x denote an input video frame with known range,
transfer curve, gamut, and pixel encoding. Let y denote
the desired output frame in a target signal domain. A
purely technical transform can be written as T'(x), but
SDR/HDR conversion is better described as appearance

mapping:

y = F(x’c7 d? u)?

where c represents content-dependent context, d de-
scribes the target display, delivery condition, and view-
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Figure 1: Virtual-aperture processing: logarithmic his-
togram, contrast box, weighting function, threshold
intersections, and relevant extremes. Adapted from
Lenzen, chapter 6.

ing environment such as ambient brightness, and u rep-
resents operator interaction or creative intent. The
mapping is constrained for HDR-to-SDR because the
target cannot represent the full source luminance and
color volume. It is information-limited for SDR-~to-HDR,
because clipped highlights, compressed shadows, and
reduced color volume cannot be uniquely recovered from
the SDR master.

The downconversion side of this problem is rooted in
the virtual-aperture analysis summarized in Figure 1.
A logarithmic luminance histogram, a contrast box, a
weighting function, and threshold intersections are used
to identify the luminance interval that should receive
the strongest gradation. This turns tone mapping from
a fixed curve into a content-adaptive decision.

These constraints shape the implementation. A use-
ful converter must adapt to content, remain temporally
stable, expose meaningful controls, avoid local artifacts,
and handle color-volume reduction or expansion explic-
itly. It must also run in workflows where latency matters.
In live broadcast, image quality is only one part of the
requirement; delay is equally visible in practice. One or
two frames may be acceptable, while waiting for a long
frame window is usually not. File and OFX workflows
impose a related constraint. Timeline segments may be
long, seeked non-linearly, or rendered in chunks, so the
converter cannot depend on the whole programme being
resident in GPU memory before processing begins.

2.2 Directional Tasks

Downconversion and upconversion therefore place dif-
ferent demands on the same framework. In downconver-
sion, EVI analyzes the HDR/WCG source dynamically
and derives global and local guidance for mapping it
into the SDR/SCG target. The design follows a viewer-
preference model: preserve perceptual visibility and sub-
jective contrast where viewers are likely to care, while
allowing less relevant extremes to be compressed. This
is not a simple middle-ground curve between highlights

and shadows. Histogram analysis and weighting func-
tions decide which luminance corridor should receive the
strongest gradation, both globally and in broad image
regions.

On the upconversion side, Figure 2 gives the current
staged view of the framework. Stage 1 mirrors the al-
gorithmic logic with learned guidance from the SDR
input. Stage 2 changes the responsibility boundary by
predicting HDR/WCG pixels directly. Stage 3, still
research-oriented, adds reconstruction for areas where
the SDR signal contains too little usable image infor-
mation, such as burned-out skies, crushed shadows, or
noisy dark regions. The goal is plausible, context-fitting
reconstruction, not uncontrolled invention.

The need for this staged upconversion approach be-
comes visible in Figure 3: identical SDR values can
correspond to very different HDR meanings depending
on image context, production intent, and the limits of
the original recording.

2.3 Virtual Aperture and Sectional Pro-
cessing

The original EVI method is rooted in Lenzen’s work on
preference-based HDR broadcast conversion [11] and the
virtual-aperture patent [6]. The virtual aperture is an
adaptive luminance interval that receives the strongest
gradation. A logarithmic luminance histogram is used
because equal distances correspond to equal contrast
ratios. From that histogram, the method derives a
contrast box, fits a weighting function, and determines
lower and upper luminance limits for mapping.

The purpose of this analysis is central to EVI. The
method does not try to preserve code values mechani-
cally. It tries to preserve perceived visibility in relevant
parts of the image. The Gaussian-like weighting gives
strongest influence to the luminance range that best
represents the current image content, while outlying
values can be clipped or compressed if doing so better
protects the viewer-relevant appearance.

EVT expresses this idea through global and section-
local parameters. Figure 4 shows the current 16 x 9
analysis grid, which is compact enough for robust statis-
tics and temporal smoothing while still separating broad
regions of the frame. This sectional representation pre-
dates the upconversion Stage 1 Al network; the network
was designed later to integrate smoothly into the ex-
isting EVI parameter model rather than forcing a new
control structure around it.

A visible grid would be unacceptable, so the low-
resolution correction field is filtered before it affects the
image. Lenzen describes an adapted bilateral filtering
approach in which the low-resolution mask is smoothed
with the source image as guidance [11]. This keeps local
correction aligned with image structure and reduces
halos, discontinuities, and block artifacts. Temporal
smoothing is then applied to the compact parameter
field, with scene-change detection resetting adaptation
at cuts.



3 Related Work

3.1 Analytic and Standards-Based Con-
version

EVT sits closest to production SDR/SCG-to-HDR/WCG
and HDR/WCG-to-SDR/SCG conversion. ITU-R
BT.2446 remains an important operational reference
because it defines reproducible HDR/SDR conversion
methods [10]. Analytic inverse tone-mapping operators
and standards-based curves are fast, predictable, and
easy to deploy. Their limitation is that they mostly read
the image as a signal shape rather than as content. Re-
cent work such as LumaFlux makes the same observation
from a learning perspective: SDR-to-HDR conversion
has to contend with nonlinear transfer functions, gamut
compression, peak-luminance decisions, quantization,
compression artifacts, and camera or grading pipelines
that vary across material [17].

This is where EVI separates the tasks. Standards-
style conversion remains useful as a baseline and as
part of deterministic downconversion. Upconversion,
especially for archive material, benefits from learned
image understanding because the same SDR value can
have different HDR meanings depending on context,
as visualized in Figure 3. EVI upconversion Stage 1
therefore learns guidance for the production renderer
instead of replacing the whole conversion path.

3.2 Learned SDR-to-HDR Upconver-
sion

Recent SDRTV-to-HDRTV networks move beyond fixed
inverse tone mapping. DSLNet uses spatial-temporal
feature fusion so adjacent frames contribute to the HDR
estimate [24]. DIDNet treats real-world SDRTV-to-
HDRTYV conversion as a dual inverse-degradation task,
combining inverse tone mapping with restoration so
SDR and compression artifacts are not simply ampli-
fied [25]. Guo et al. introduce HDRTV4K and degra-
dation models for practical upconversion, emphasizing
that training-pair quality strongly affects real SDR mate-

rial [8]. HDRTVNet++ learns image-formation cues for
efficient conversion [3], FastHDRNet targets lightweight
SDR-to-HDR translation [21], and multi-frame content-
aware mapping uses dynamic convolution and modula-
tion to reduce artifacts [22].

These approaches are relevant to EVI upconversion
Stage 2 because they usually make the network directly
responsible for output pixels or strong pixel-level correc-
tions. EVI upconversion Stage 1 takes a narrower but
production-friendly route: the model predicts a compact
parameter field, while final rendering remains in a de-
terministic converter. This preserves real-time behavior,
explicit signal handling, and operator controls, and it
avoids several practical issues of full-frame networks
such as fixed training resolution, tiling policy, padding
behavior, and visible boundary artifacts.

3.3 Generalization, Intent, and Long
Video

A useful SDR-to-HDR converter must not treat HDR
expansion as generic contrast enhancement. RealH-
DRTVNet integrates real HDRTV priors to reduce
the generalization gap [9]. RealRep learns attribute-
disentangled luminance and chrominance representa-
tions across SDR distributions [26]. HDRMovieformer
targets cinematic SDR-to-HDR conversion with a trans-
former architecture and a lossless cinematic frame-pair
benchmark [12]. LumaFlux also stresses that real SDR
inputs differ in style, camera processing, and degrada-
tion, and that generative methods can introduce seman-
tic drift when physical alignment is weak [17].
Temporal behavior is just as important as single-
frame quality. Many video models improve consistency
by using pre-frames and post-frames, but production
conversion cannot assume that a complete programme
or timeline segment fits into memory. Adjacent video-
generation work makes this constraint visible: FreeNoise
extends short pretrained video diffusion models through
windowed temporal attention [16], Video-Infinity dis-
tributes long-video generation across multiple GPUs
because clip length is costly [20], SVDiff formulates
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Figure 2: Upconversion staging in Lumagic EVI. Stage 1 predicts compact guidance for the deterministic renderer,
Stage 2 learns direct HDR/WCG pixel formation, and Stage 3 extends Stage 2 with reconstruction for clipped or

lost source information.
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Figure 3: SDR-to-HDR conversion is content-dependent: identical SDR, values can require different HDR mappings
depending on image meaning, production intent, and the limits of the original recording.

online video editing with compact recurrence [2], and
StreamV2V performs streaming video-to-video transla-
tion with a feature bank rather than one full-sequence
batch [13]. EVI’s bounded temporal design follows the
same practical premise, but applies it to broadcast and
finishing conversion.

3.4 Direct Pixel Prediction and Recon-
struction

Direct pixel prediction is closest to EVI upconversion
Stage 2. It can learn transformations that are difficult
to express with deterministic tone curves, but it also
makes the model responsible for every output pixel. This
raises the importance of resolution handling, temporal
consistency, diagnostics, and visible failure behavior.
HDRFlow demonstrates real-time HDR video recon-
struction with large motions in an alternating-exposure
input setting [23]; Real- HDRV emphasizes real-world
HDR video data and two-stage alignment [18]; F2HDR
improves alternating-exposure reconstruction through a
flow adapter and motion-aware refinement [28]. These
approaches are valuable for temporal and reconstruc-
tion design, although their input assumption differs from
conventional SDR programme upconversion.
Generative HDR reconstruction is closer to EVI up-
conversion Stage 3. ExpoCM proposes one-step gener-
ative single-image HDR reconstruction with exposure-
aware masks and consistency trajectories [14]. Single-
shot HDR recovery via a video diffusion prior generates
an exposure bracket conditioned on one LDR image
and fuses it into HDR [19]. LumaFlux and DiffHDR
use diffusion or video diffusion priors for SDR-to-HDR
reconstruction and radiance recovery [17, 27]. These
approaches are useful references for clipped-region re-
covery, but their production profile differs from EVI
upconversion Stage 1: larger models, slower or less pre-
dictable inference, and a stronger need for review when

detail is reconstructed beyond the recorded SDR signal.

3.5 Positioning

Table 1 compares the approaches from a production
and customer-facing perspective. The symbols are not
meant as a universal ranking. They summarize how each
family tends to behave for EVI’s target workflows: live
or file-based conversion, controllability, visible image
understanding, reconstruction capability, and deploya-
bility.

4 EVI Conversion Method

4.1 Pipeline

The deterministic EVI core combines signal interpre-
tation, content analysis, adaptive luminance mapping,
chroma and color-volume handling, and temporal con-
trol. It is used directly for downconversion and crosscon-
version. In upconversion Stage 1, learned parameters
enter the same renderer. In upconversion Stages 2 and
3, neural networks take over more of the final pixel-
generation task, while the EVI framework continues
to provide signal interpretation, workflow integration,
diagnostics, and output handling.

Conversion begins by establishing the input and out-
put signal domains. The implementation and user-facing
controls distinguish transfer curves such as Rec.709
Gamma, Rec.2100 PQ, Rec.2100 HLG, and S-Log3, and
gamuts such as Rec.709 and Rec.2020. This step is tech-
nical, but it is never secondary. If range, transfer curve,
or gamut are misidentified, every later adaptive decision
is built on the wrong relationship between signal values
and displayed appearance.



Score criteria. Speed and duration describes live suitability and arbitrary-length processing. Operator control covers user steering,
diagnostic views, and predictable behavior. Image understanding describes content-adaptive analysis. Lost-detail recovery describes
reconstruction of clipped or missing information. Workflow fit describes deployability in production environments.

Speed / Operator
duration control

Content
analysis

Detail
recovery

Approach

BT.2446 / LUTs [10]  +++ ++ - -

Efficient SDR-HDR

networks [3, 21, 22] ++ +

— -

Generalization /
cinematic + -
models [9, 26, 12]

+++ o+

Long / streaming
video
methods [16, 20, 2, 13]

e - + -

Alternating-exposure
HDR

reconstruction [23, 18,
28]

Generative HDR
reconstruction [14, 19, - -
17, 27]

+ - -

+H+ A+

Lumagic EVI
upconversion Stage 1

+++ +++

Lumagic EVI
upconversion Stage 2

+ e S

Lumagic EVI
upconversion Stage 3

++ A+

+-4+ strong 4+ good

-+ limited or context-dependent

‘Workflow

fit Practical reading

Deterministic baseline for signal conversion; limited for
archive upconversion when identical SDR values need
different HDR meanings.

-

+ Efficient learned appearance; less tied to production
controls, diagnostics, and arbitrary-duration operation.

+ Strong references for intent and source diversity; workflow
integration is usually not the primary design target.

Useful temporal-engineering references; not complete
SDR/HDR conversion products by themselves.

+ Powerful when the capture assumption fits; less direct for
finished SDR programme masters.

Best for clipped-detail recovery; compute and review
- burden make it a future/remastering path, not default
live conversion.

Implemented path: learned content analysis with
deterministic rendering, temporal control, diagnostics,
and deployment.

et

Stronger learned image formation for file-based review
when Stage 1 parameters are too restrictive.

++

+ Research path for reconstruction and inpainting on top of
Stage 2 where deliberate restoration is needed.

- /— weak for this workflow

Table 1: Production-oriented positioning of EVI upconversion stages against common SDR/HDR conversion and

recent learned video methods.

4.2 Dynamic Mapping

The algorithmic engine exposes four conceptual oper-
ating modes: Direct Mapping, Static Tone Mapping,
Dynamic Global, and Dynamic Local. Direct Mapping
performs a technical transform and allows values outside
the target range or gamut to clip. Static Tone Map-
ping applies a fixed curve. Dynamic Global derives one
content-adaptive mapping for the frame. Dynamic Local
derives a spatially varying mapping from the sectional
analysis grid.

In downconversion, Dynamic Local is used when one
global curve cannot preserve highlight visibility, shadow
separation, and overall image balance across the frame.
The available SDR range is allocated according to the
luminance distribution and the viewer-preference model
described above. In upconversion Stage 1, the AT model
predicts the same kind of global and local guidance
from the SDR input. The renderer can therefore stay
bounded and controllable while still adapting to image
content that would be difficult to infer from a fixed
inverse curve.

4.3 Chroma and Color Volume

Luminance mapping changes perceived saturation, so
EVI couples tone mapping with chroma compensa-
tion and optional Color Volume Mapping. The color-
volume method is covered by the separate EVI patent
EP3945719A1 [5]; it complements the virtual-aperture
patent [6], which addresses adaptive luminance mapping.
Color Volume Mapping avoids collapsing saturated out-
of-gamut colors onto the same clipped boundary. In
practice, this matters for saturated lights, LED walls,
sports graphics, costumes, and other material where
color differentiation carries visual meaning.

Figure 5 illustrates exemplary color points in an
ICtCp intensity/chromaticity plane together with the
mapping curves derived for those points. The hue an-
gle provides the geometric direction of the compression,
while the actual curve adapts to the color point and
the active mapping conditions. Saturated colors can
therefore be guided toward the target volume without
forcing neighboring colors onto the same boundary. This
is why Color Volume Mapping is more than a simple
saturation reduction.
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4.4 Temporal Behavior

Frame-wise analysis can be visually unstable even when
each individual frame is technically reasonable. EVI
therefore treats temporal behavior as part of the con-
version method. For deterministic downconversion and
upconversion Stage 1, global and section-local parame-
ters are interpolated across frames, while scene detection
resets adaptation at cuts or large discontinuities. This
keeps live feeds responsive and prevents slow exposure
ramps from bleeding across edits.

Upconversion Stage 2 uses a related principle inside
the network. Current research keeps a compact low-
resolution feature state near the bottleneck, smooths
those intermediate features with an exponential moving
average, and then lets the learned upsampling part of
the network reconstruct final pixels from the temporally
stabilized features. Figure 7 shows Felis as one exam-
ple of this Stage 2 path. The temporal state remains
bounded and efficient; the difference is that feature
interpretation and pixel formation are learned rather
than hand-designed. Upconversion Stage 3 has not yet
reached the same level of implementation detail, but it
must obey the same production requirement: temporal
stability without requiring the complete sequence in
memory.

4.5 User Parameters

EVI’s user parameters are meant to expose production
intent rather than internal model mechanics. They fall
into a small number of practical groups.

Input and output signal.
The user selects the source opto-electronic trans-

my”) value, and the red vertical line marks the max value.

Intensity 1 of 1C, C,

Chromaticity C of IC, C,,

Figure 5: Color Volume Mapping in an ICtCp inten-
sity /chromaticity plane. Exemplary color points are
mapped with hue-oriented curves so relative differentia-
tion is preserved while colors are brought back into the
target color volume.

fer function (OETF), source gamut, target electro-
optical transfer function (EOTF), and target gamut.
These settings define the signal interpretation be-
fore any adaptive decision is made.

Operating mode.
Direct Mapping, Static Tone Mapping, Dynamic
Global, and Dynamic Local define how much adap-
tation is allowed. The dynamic modes use frame



analysis; Dynamic Local additionally uses the sec-
tional field shown in Figure 4.

Image intent.
Target Brightness sets the mid-tone aim, Contrast
controls the S-curve slope, Saturation adjusts final
color intensity, and Clipping Intensity changes how
aggressively highlights are allowed to compress or
clip.

Local adaptation.
Homogenization controls the balance between
global and local processing. Black Lift is especially
relevant when local adaptation is strong, because
it limits whether shadows become visibly lifted or
remain deeper.

Temporal and display policy.
Dynamic Level mixes static behavior with dynamic
analysis. Scene Detection resets temporal interpola-
tion at cuts, while Display Light Mapping changes
the interpretation toward display-referred light and
is especially relevant for HLG-style workflows.

Color volume and Al.
Color Volume Mapping, Mapping Mode, and Map-
ping Ratio control how strongly saturated colors
are brought back into the target volume. In HDR
upconversion, the Al controls select the model, en-
able or bypass Al assistance, and choose a target
HDR luminance such as 1000 nits; outside that
upconversion path, conversion remains algorithmic.

5 Al-Assisted Upconversion

5.1 Role of Learning

SDR-to-HDR upconversion asks for more than an in-
verse tone curve. The SDR signal has already passed
through camera processing, grading, gamut limitation,
transfer encoding, compression, and delivery constraints.
Recent work such as LumaFlux frames this as the inver-
sion of a lossy, device-dependent pipeline rather than

a simple brightness expansion [17]. Analytic operators
and LUTs remain useful baselines, but they cannot reli-
ably distinguish a clipped cloud from a white wall or a
lamp from a bright graphic.

EVI uses Al-based predictions where image under-
standing helps, while keeping the production converter
in control whenever possible. The upconversion stages
differ by how much responsibility is given to the network.

Stage 1: parameter-guided upconversion.
A compact network predicts global and section-local
parameters for every input frame. These parame-
ters guide the algorithmic EVI upconversion path.
This is the implemented real-time path and the
preferred mode when responsiveness, repeatability,
and operator steering are central.

Stage 2: full-pixel prediction.

A larger network predicts HDR/WCG pixel values
directly for SDR-to-HDR conversion. Signal inter-
pretation and workflow remain inside EVI, but the
final image appearance is learned more strongly.
This path is intended for material where a parame-
terized mapping is too limited and where file-based
review can absorb higher compute cost.

Stage 3: reconstruction plus full-pixel prediction.
A reconstruction model is added on top of Stage
2 for clipped highlights, crushed shadows, noisy
dark areas, and other regions where the SDR signal
no longer carries enough information. The goal is
context-fitting image reconstruction, not free-form
invention. This remains a research path and is not
yet expected to be real-time.

5.2 Upconversion Stage 1 Parameter
Representation

The upconversion Stage 1 network, referred to in prod-
uct material as Polaris, consumes SDR Rec.709 Gamma
RGB input of any incoming spatial resolution as pre-
pared by the EVI pipeline and predicts a 16 x 9 param-
eter representation. The C++ / GPU shader program
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Figure 6: Polaris, the upconversion Stage 1 parameter-prediction network, analyzes the SDR Rec.709 input
and predicts compact section-local parameters together with global guidance fields. The diagram highlights the
separation between learned analysis and deterministic rendering: the network estimates guidance, while the shader

remains responsible for signal-valid output pixels.
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Figure 7: Felis, an example upconversion Stage 2 full-pixel network for SDR-to-HDR upconversion. Compared with
Polaris, it keeps a compact encoder and feature-grid concept, but adds a learned conversion path that upsamples
the feature grid into final pixel values. This moves more of the image-formation task into the network while the
surrounding EVI pipeline continues to handle signal interpretation and workflow control.

currently expects three floating-point values per section
plus one global section:

(16-941)-3-4 bytes.

The GPU shader program uses this field as local
and global guidance for upconversion. Local values are
sampled from the parameter texture, while designated
channels carry global guidance. Internally this infor-
mation can be treated as EVI-specific metadata, but it
is not standardized HDR metadata such as mastering
display information or dynamic HDR metadata. In this
paper it is therefore called a parameter field or sectional
upconversion parameters. Figure 6 shows this compact
parameter-prediction path before the framework moves
toward direct pixel prediction.

5.3 Parameters, Pixels, and Reconstruc-
tion

The upconversion Stage 1 parameter approach keeps the
learned part intentionally small. Each predicted param-
eter field first passes through EVI’s temporal filtering,
where it is blended with the recent parameter history
before rendering. This gives the converter stable frame-
to-frame guidance and reduces the visual influence of a
potential unsuitable prediction, so the image remains
resistant to flicker and sudden local shifts. The field
can still be inspected, bounded, smoothed, or bypassed,
and the same production controls remain available to
the operator.

Upconversion Stage 2 changes that responsibility
boundary. Because the network predicts final pixels,
it can learn HDR appearance that is difficult for the ren-
derer to express through parameters alone. The price is
higher inference load, more demanding temporal design,
and less direct interpretability. Figure 7 shows Felis
as one example architecture for this Stage 2 path. In
this form, the network is no longer limited to predicting
EVI parameters. It keeps the encoder concept that also
works in upconversion Stage 1, but adds a learned con-
version part that upsamples the feature grid into final

HDR/WCG pixel values, while the surrounding EVI
pipeline remains responsible for signal interpretation,
workflow integration, and review controls.

Upconversion Stage 3 extends the same path toward
restoration and remastering by adding reconstruction
for image regions where the SDR source has clipped or
lost information. Those results must be judged not only
by objective scores, but also by temporal repeatability,
creative approval, and whether the reconstructed detail
fits the source material.

6 Production Architecture

EVI is implemented as a shared conversion system with
several production front ends. The deterministic core
is used for downconversion, crossconversion, and upcon-
version Stage 1. Al inference is integrated only where
the selected upconversion mode requires it. The same
processing model is exposed through the OFX plugin,
standalone application, Docker image, and EVI-C/C++
library integration, while file, SDI, and raw image-buffer
interfaces connect these front ends to the core. This
keeps conversion behavior consistent across live, batch,
and post-production environments.

6.1 Integration

The OFX plugin initializes an EVI instance for the
current frame size and frame rate, maps host parameters
to EVI parameters, and processes source frames into
destination frames through the shared system. OFX
is therefore the integration route into color-grading or
visual-effects tools, not a separate conversion method.
The plugin supports Al controls, target HDR luminance
selection, input and output signal settings, dynamic
operating modes, and Color Volume Mapping controls.

AT inference is integrated through ONNX Runtime.
Accelerated execution is used where available, with fall-
back behavior if an execution provider cannot be used.



Workflow integration options

Lumagic Web GUI

live remote control

Core processing components

[ OFX plugin

~N

Algorithmic analysis

[Standalone application

EVI Core

shared conversion engine

and tone mapping

[ Color Volume Mapping\

[ Docker image N

(CVM)

-

[EVI-C /C++ library

I/0O interfaces
file, SDI, raw image buffers L )

ONNX Runtime

upconversion Al

Figure 8: Deployment architecture. Lumagic EVI exposes one shared EVI core through OFX, standalone, Docker,
and C/C++ library workflows. File, SDI, and raw-buffer interfaces feed the core, while algorithmic analysis and
tone mapping, Color Volume Mapping, and ONNX Runtime provide the main processing components.

6.2 Diagnostics

EVT treats diagnostic and review functionality as part of
the production surface, with the exact tool set depending
on the host integration and release configuration. Stan-
dalone and internal builds can expose deeper inspection
views for development, validation, and customer-specific
workflows. The current OFX release does not expose
the full diagnostic set to operators, but selected review
functions can be enabled when a production workflow
requires them. For upconversion Stage 2 and Stage
3, comparable review support will be important for
generated detail, reconstruction regions, and temporal
behavior during cuts and motion. The purpose is to
keep conversion decisions inspectable enough for produc-
tion use without exposing unnecessary implementation
detail in every release build.

7 Example Conversion and Diag-
nostics

This paper uses example images and diagnostic views
to show how EVI upconversion behaves visually and at
signal level. For the present white paper, this is more
useful than a benchmark table, because the available ma-
terial is meant to demonstrate the conversion approach
rather than to claim final measured throughput or ob-
jective quality numbers. The examples should therefore
be understood as a qualitative view of the result and of
the diagnostics that support production review.

Figure 9 connects the image result with the corre-
sponding luminance distribution. Each row shows one
SDR-to-HDR, upconversion example. The left column
contains the input SDR still image. The middle column
shows the direct HDR output as a log visualization, with-
out an additional SDR tone-mapping step; it is therefore
a visualization of the generated HDR signal rather than
an aesthetic SDR preview. The right column shows a
waveform monitor of the target HDR image, making the
output luminance range visible in signal space.

Together, the image columns and the waveform doc-
ument the central upconversion task: SDR source im-
agery is lifted into an HDR target while the resulting

signal remains measurable and controllable. In the ex-
amples, highlight expansion, shadow separation, and
overall luminance distribution are shown alongside the
generated image result rather than hidden behind a dis-
play transform. The intent is not a simple brightening
of SDR material, but a controlled HDR signal that can
be evaluated both visually and technically.

This is also the production posture of Lumagic EVI.
Image appearance, clipping behavior, color-volume han-
dling, and temporal stability stay in the same review
workflow as the conversion parameters. Figure 9 there-
fore shows more than example output: it shows how
EVI connects image formation, signal monitoring, and
operator control for SDR-to-HDR production decisions.

8 Discussion and Conclusion

EVI is a dynamic production converter rather than a
single SDR/HDR filter. Its deterministic downconver-
sion core provides bounded behavior, temporal control,
color-volume handling, diagnostics, and operator steer-
ability. Its implemented Al-assisted upconversion mode
adds learned content analysis where handcrafted inverse
tone mapping is too limited.

This places Lumagic EVI between standards-only
conversion and fully learned image synthesis. It is more
content-adaptive than fixed curves or LUTSs, but more
deployable and inspectable than many full-image or
diffusion-based SDR-to-HDR systems. The framework
does not assume that original scene radiance can be
uniquely recovered from SDR alone. Instead, it gives
users a choice between real-time guided conversion and
slower, more reconstructive Al paths.

Upconversion Stage 2 and Stage 3 build on the same
learned full-pixel direction rather than branching into
unrelated paths. Upconversion Stage 2 moves toward
direct learned image formation when stronger pixel-level
prediction is worth slower inference and more review.
Upconversion Stage 3 adds a reconstruction or inpaint-
ing network on top of that path, targeting clipped high-
lights, crushed shadows, noisy low-light regions, and
other low-information areas. These capabilities should
be evaluated with different approval standards than
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Figure 9: Example SDR-to-HDR conversion imagery and HDR waveform diagnostics. In each row, the left column
shows the input SDR still image, the middle column shows the direct HDR output as a log visualization without
additional SDR tone mapping, and the right column shows the waveform monitor of the target HDR luminance
range. Source imagery includes frames from Albert Dros video material [1], still images from the HDM-HDR-2014
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a real-time converter, because Stage 3 can add image
information beyond what the SDR master explicitly
contains.

The central claim is that modern SDR/HDR conver-
sion should not be reduced to either a fixed technical
transform or a model that makes every pixel decision
without production controls. A practical framework has
to combine signal correctness, perceptual adaptation,
temporal stability, color-volume management, creative
control, and a clear choice between real-time conversion
and slower reconstruction-oriented Al.
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